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ABSTRACT

COMPILER DIRECTED FUNCTIONAL UNIT SHUTDOWN FOR
MICROARCHITECTURE POWER OPTIMIZATION

BY

SANTOSH B TALLI

Master of Science iklectrical Engineering
New Mexico State University
Las Cruces, New Mexico, 2006

Dr. Jeanine CogkChair

Leakage power is a major concern in current microarchitectures as it is
increasing exponentially with decreasing transistor feature sizes. In this study, we
present a technique called functional unit shutdown to reduce the static leakage power
corsumption of a micrgprocessor by power gating functional units when not used.
We use profile information to identify functional unit idle periods that is used by the
compiler to issue corresponding OFF/ON instructions. The decision to power gate
during idke periods is made based on the comparison between the energy consumed

by leaving the units ON and the overhead and leakage energy involved in power



cycling them. This comparison identifies short idle periods where less power is
consumed if a functional unis left ON rather than cycling the power during that
period. The results show that this technique saves up to 18% of the total energy with a

performance degradation of 1%.
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1. Introduction and Motivation

Decreasing CMOS transistor feature sizes have enabled higher processidg apé
more components on chip. However, this is at the expense of increased static power digsipatio
the form of transistoteakage current, which increases as the transistor size decreases. Future
technologies will have greater levels of-cmip integration and higher clock frequencies making
the energy dissipation an even more critical design constraint. It is now estimated that static
power dissipation accounts for about 40% of the total power ofdpgbkd processing chips
which use the 65nm tecblogy [11]. Also, with decreasing transistor feature sizes static power
dissipation in a microprocessor is increasing exponentially R@ler consumption is a crucial
factor that determines the functionality and mobility of devices. The performancdiglotem
mobile device is limited by the power consumption as the increasing levels of integration and
clock frequencies for high performance escalate the power dissipation. Due to these factors power

optimization at various levels of a microprocessoigiebecomes essential.

1.1 CMOS Transistor and Leakage Power

One of the most popular Metal Oxide Semiconductor Field Effect Transistor (MOSFET)
technologies is the Complementary MOS (CMOS) technology. This technology makes use of
both P and N channel devicén the same substrate material. Such devices are extremely useful,
since the signal which turns a transistor of one @beis used to turn a transistor of the other
type OFF. This allows the design of logic devices using only simple switches, witheuteid
for a pultup resistor. Figure.1l shows a typical inverter implemented with CMOS technology.
Vo is the supply voltage, Yand \, are the input and output voltages respectively and e
load capacitance. In this case an input of logic & Ydlts, transistor supply voltayeswitches the

N transistoron and the P transist@ff. The decreasing transistor feature sizes have the advantage



of (1) reducing gate delay, resulting in an increased clock frequency and faster circuit operation,

and (3 increasing transistor density, making the chips smaller and reducing cost.
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Figure 11: CMOS Inverter
CMOS circuits dissipate power by charging and discharging the various load
capacitances (mostly gate and wire capacitance, but also drain and sooge capacitances)
whenever they are switched. The charge mp@ds the capacitance multiplied by the voltage
change Vg.in. The current usedluseq, ,is a product of the charge moved and #vatching
frequency f. Finally, the characteristic switchimmpwer, P, dissipated by a CMOS is the product
of the current used arbe voltage gain:
P (dynamic)= lusea™ Vgain
=(Q* ) * Vgain = ((C * Vgair) *f) * Vgain
= C Vganf
As opposed to the dynamic power which is due to switching of deuhesmain
contributor to leakage power is the gihibeshold leakage current present in deep submicron MOS
transistors acting in the weak inversion region. -8ubshold leakage is the current that flows
from drain to source even when the transistaffiggate voltage less than threshold voltagde
transistor begins to conduct at the threshold volta§abthreshold leakage increases
exponentially with decreasing threshold voltage)(®nd the continuous reduction of With

technology scaling is makirtye static (leakage) power increasingly significant. Heimceecent



years computer architecthiave inventedsolutions to decrease power by relying on micro

architectural innovations. It is also important that the solutions developed do not lead to a
significant degradation in performance. In this study, we primarily focus on leakage energy
dissipation in higkperformance microprocessors and develop a power aware design that reduces

the leakage energy.

1.2 Superscalar Processorand ILP

A scalar procesor processes one data item at a time, whereas in a vector processor, a
single instruction operates simultaneously on multiple data items. A superscalar processor is sort
of a mixture of the two. Each instruction processes one data item, but there apemult
processing units so that multiple instructions can be processing separate data items at the same
time. A superscalar processor has multiple functional units of the same type, along with
additional circuitry to support issuing the instruction to thésurhe issuing/scheduling unit
reads instructions from memory and decides which ones can be run in parallel and dispatches
them to the units. Instruction Level Parallelism (ILP) is a measure of the humber of instructions
in a straighline piece of codehat can be performed simultaneously. To exploit ILP the
instructions that can be executed in parallel have to be determined. Two instructions can be
executed irparallel if they can execute simultaneously in a pipeline without causing any stalls, if
they have sufficient resources at their disposal. The decision to issue multiple instructions at the
same time is based on determining if an instruction is dependent on another instruction. The types
of dependencethat can exist between two instructions: al&a, name and control dependences.

1. Data Dependencd®ata Dependence can occur when an instruction depends on the result

of an earlier instruction. If two instructions are data dependent, they cannot be executed

simultaneously as the second instructiais to wait till the result of the first instruction is



produced. If both are executed in parallel, then the second instruction might read an

earlier value of the operand.

2. Name Dependenc&lame dependence occurs when two instructions use the sasterregi

or memory location, referred to asname but there is no flow of data between them
associated with that name. There are two types of name dependences that can occur
between two instructions:
a. Anti-dependenceccurs when an instruction requires thueaof an operand that
is later updated. The original ordering must be preserved to ensure that the first
instruction reads the correct value.
b. Outputdependenceccurs when the ordering of the instructions will affect the
final output of an operand, whermwth the instructions write the same register or
memory location. The ordering between the instructions must be preserved so
that the final value corresponds to the one written by the second instruction.

3. Control DependenceControl dependence occurs wihihere is a branch instruction and

the next instruction to be executed is based on the direction of the branch which is known
from the outcome of its execution. The next instruction to be executed can either be the
next sequential instruction (if the bidmis not taken) or the instruction specified by the
branch (if the branch is taken).
A hazardoccurs whenever there is a dependence between the instructions and they are
close enough that the overlap caused by pipelining, or other reordering of inaguetmuld
change the order of access to the operand involved in the dependence. Due to the dependence,
program ordermust be preserved, that is, the order that the instructions would execute in

if executed sequentially one at a time. Data hazards cara&figdd into the following

three types based on the order of read and write accesses in the instructions.



1. Read after Write (RAW) An operand is modified just before its read. If the first

instruction did not finish writing to the operand, the second unstn will read an
incorrect data.

2. Write after Read (RAW)AN operand is written right after it is read. If the write finishes

before the read, the read instruction will incorrectly get the new written value.

3. Write after Write (WAW) Two instructions wri¢ to the same operand. If the second

instruction finishes first, then the operand is left with an incorrect value.

The hazards can be avoided in certain cases, if not completely eliminated. There are
various software and hardware techniques to avoid hezad exploit parallelism by preserving
the program order only where it affects the outcome of the program. In the case of data hazards,
WAR and WAW can be avoided by using techniques like register renaming but RAW cannot be
avoided and the pipeline must btalled as an instruction has to read the operand modified by the
earlier instruction. Control hazards can be avoided at times, if not always, by speculating if the
branch instruction will be taken/not taken by using various branch prediction techiigubsse
hazards cannot be eliminated completely, maximum ILP is not always achieved and the
utilization rates of the various processor hardware components are not 100%, leading to idle

periods in them.

1.3 Functional Unit Power Consumption

Contemporary igh-performance microprocessors are some of the most highly integrated,
performance driven statf-theart chips designed today. They wv@gg an extremely large
number 6 transistorsand implemenhigh clock rates to meet the high performance requirement,
which leads to significant static and dynamic power dissipafiba.current Intel processors have
around 200 million transistor€Of the total processor power consumption, Functional Units

contribute to about 20% [17Pynamic power of the FUs can be ueed by using clock gating



[14, 11]. The other major static power dissipating units of a microprocessor are the cache
memories and techniques have been proposed to reduce this [16, 17, 9], which leave the FUs to
be the major static power dissipating comgis.The power consumption of the functional units

at different technology parameters is shown in Talletaken from [7]. It can be seen that static

power dissipation increases nlimearly with decreasing transistor sizes.

Functional Technology (pm)
unit type 0354 | 018 | 0.13 | 010 [ 0407
Aclders Static power dissipation (mW)
Ripple Carry 0.07 s 12 .14 15

Carry Lookahead 0,05 .11 .19 .20 019
Manchester Carry| 0,10 0.16 0.23 0.25 0.28

Multipliers Static power dissipation (mW)
Serial (.24 .32 043 .51 .50
Serial Parallel 0.35 0.41 0.48 0.55 0.58
Parallel 0.37 .46 .50 0.60 0.62

Table 11: Static power @sipation by functional units [7]

Simulation results have shown that functional unit utilization rates are typically low with
idle periods characterizing their use [Huperscalar processors achieve their high processing
speeds bylynamically detectingrad exploiting Instruction Level Parallelism (ILPdubsequently
executing mstructionsin parallel on multiple functional units. As maximum ILP is rarely
achievedas discussed in section lrt all functional units available are fully utilized leading t
idle periods in themAlso, the applications being run may not utilize the functional units
completely. For example, an application which is intensive of integer computations and with only
a few floating point operations, will under utilize the floatpajnt functional unitsDuring these
idle periods static power is dissipated. Our work is aimed at reducing static power consumption of
functional units during these idle periods by turning the power OFF. While turning the FUs OFF
results in static energgavings, a performance penalty may be incurred when a unit is turned OFF
but is needed for instruction execution. Additionally, a certain amount of dynamic energy is

consumed to turn the FUSN. Hence, it is important that turning OFF a FU does not affect



performance and that the static energy saved by turning it OFF is greater than the dynamic energy
incurred to power cycle it. In our implementation, if the idle period of a functional unit is short,
such that the power required to cycle from ON to OFPb (power cycle) is greater than the
power consumed by leaving it ON during the idle period, then the unit is left ON. We use an
annotated Control Flow Graph (CFG) extracted from an application to detect the idle periods.
These idle periods are then trated into compiler instructions that turn FUs OFF/@Nile
hardware enables the actual OFF/ON operation. The advantages of using such a -hardware
software approach in lieu of a purely hardware based approach are discussed below. Although

Energy = Power * Tine,we use the termgowerandenergyinterchangeably to suit the context.

1.4 Combination of Compiler and Hardware Techniques

Most of the early techniques to reduce static microprocessor power were hardware based
[16, 17, 9] wherein, once thealie perod on a microprocessor component such asany starts,
a hardware counter starts counting the number of cycles. If the counter reaches a set threshold
value the component is turned OFF. The disadvastafysuch a technique atteat (1) the device
may ned to be accessed immediately after it is turned OFF; (2) decreased energy savings while
the counter waits to reach a particular threshold value and (3) the hardware counter consumes
additional power. To overcome these disadvantages, we use a combinatompuifer and
hardware techniguednstead of depending solely on the hardware by using the hardware
counters, the compiler produces information which is used to issue the OFF/ON diré&ctiees
advantages of using such approach, which overcomes theadigantages of the hardware based
techniques described aboaeegiven below.

¢ Identifying Idle Regions off-line: In order to turrthe FUs OFF, their idle periods need
to be detected. Primitive Hardware techniques for power gating devices are based on

keeping track of the idle period as discussed above. In our technique, the compiler



examines all of the code elihe and identifies suitable regions for turning the FUs OFF.
Furthermore, the compiler also identifies the type of FUs and determines the rafmber
FUs that can be turned OFF without degrading the performance or incrédasitgal
power consumption.

e Ability to Hide Latency: While turning a FU OFF prior to entering an idle period, it has
to be ensured that all the pending instructions have coegnfimilarly, while turning a
FU ON upon exiting an idle period it has to be turned ON sufficiently ahead of
instructions accessing the FU as there is latency for FU turn ON. A hardware based
technigue cannot take care of these &sjiist based on hamdre counters.

e Variable Length Idle Periods: Idle periods in a FU can be of variable lengths. If the idle
period is long, turning the FU OFF saves power. But if the idle period is too short, the FU
will have to be turned ON as soon as it is turned OFRhdflatter situation occurs
frequently, while there is little or no power savings, additional dynamic power is
dissipated during power cycling of the FU. Hence, turning a FU OFF for a short idle
period could lead to moreverall power consumption than leiag it ON. In compiler
directed FU shutdown the FU is turned OFF only if the compiler is sure that turning OFF

the FU will save power, which nullifies the effect of very short idle periods.

In this work, we identify the FU idle periods angropose architctural techniques to
reduce their static power consumptidaring the idle periods by comparing tbgnamic and
static power consumption of different Functional Uthiysleaving them ON versus turning them
OFF. The rest of the thesis is organized as fefiloChapter 2 presents thgor relatedvork done
with respect to reducing the dynamic and static power rafcroprocessor in general and of the
Functional Units. Chapter 3 proposes our Comgilegected FU Shutdown methodolognd
Chapter 4 describes oexperimental platformin Chapters we presentthe effectiveness of our

technigueo reduce static power and we conclude in Chapter



2. Related Work

The first efforts of reducing microprocessor power consumption focaee@ducing the
dynamic power idsipation[14, 8, 15] There are a number of powaware architecture designs
many of which focus on reducing power of various migrchitectural componen{d6, 17, 18,

9]. In this section we focus mainly on the FU power reduction technjGué®, 24] Approaches

for reducing dynamic power dissipated by functional units during idle periods by clock gating
techniqgues have been described in [5, 8, 13]. With decreasing transistor feature sizes, static
(leakage) power dissipation is a major contributothi® total power dissipation. In this chapter

we review recent related work that focuses on the dynamic and static FU power reduction

techniques.

2.1 Clock Gating

One of the first efforts to reduce poweisgipation of functional units introducetie
Clock Gating technique [1415, §. Clock Gating is implemented in synchronous circuits to
disable portions of a circuit when they are not actively performing computation, thereby reducing
the dynamic power dissipation of the portions gated. The clock netiwoak microprocessor
connects the clock to sequential elements flikeflops, latches, and dynamic logic gates which
are used in higiperformance execution units and array address decoders in cache memories. At a
high level, gating the clock to a latch @ logic gate by ANDing the clock with a control signal
prevents the unnecessary charging/discharging o
i dl e, and saves the circuités clock power. Il nit
only when none of the functional unit stages are active. Clock gating techniques have improved
on this limitation by having the ability to disable stages of a functional unit which are not active

[23].



One of the first attempts of clock gating was in [14]evehthey state that the total clock
power is usually around 386% of the total microprocessor power. Clock power is a major
component of microprocessor power mainly because the clock is fed to most of the circuit blocks
in the processor, and the clock shies every cycle. However, effective clock gating requires a
methodology to determine which circuits are gated, when and for how long. Clock gating
schemes that either (1) result in frequent toggling of the ajat&d circuit between enabled and
disabledstates, or (2) apply clock gating to such small blocks that the clock gating control
circuitry incurs is as large as the block itself, incur large overhead. This overhead may result in

power dissipation higher than that without clock gating.

Pipeline alancing (PLB) is a technique which essentially outlines a predictive clock
gating methodology [15]. PLB exploits the inherent variation of instruction level parallelism
(ILP) within a program. It uses past program behavior and its characteristics sswheal®>C to
predict a programds I-cyck wiadow. tf theedeggee af LR inthenext y of a
window is predicted to be lower than the width of the pipeline, PLB clock gates a cluster of
pipeline components which include not just the plath but all associated control logic and
clocks, during the window. Using a simulator based on an extension of the Alpha Processor, [15]
presents a component and full chip power and energy savings for single anthreatied
execution. Results show assue queue and execution unit power reduction of up to 23% and

13%, respectively, with an average performance loss of 1% to 2% on SPEC95 benchmarks.

I n contrast to PLB6s predictive methodol ogy
predicts ILP) [8] propcses a deterministic methodology called Deterministic Clock Gating
(DCG). DCG is based on the key observation that for many of the stages in a modern pipeline, a

circuit blockds usage in a specific cycted e in thi

1C



ahead of time. DCG exploits this advance knowledge to clock gate the unused blocks. i an out

of-order pipeline, whether these blocks will be used is known agriieof issudased on the

instructions issued. The execution units, pipeline latchdsackend stages after issue, L D

cache wordline decoders, and result bus drivers are clock gated. There is at least one cycle of
register read stage between issue and the stages using execution-cadise Wvordline decoder,

result bus driver, and thbackend pipeline latches. DCG exploits this ayele advance

knowl edge to c¢clock gate the wunused Dblocks wit
deterministic methodology has three key advant e
PLBO&6s | L Rispotl®@daccurate if the predicted ILP is lower than the actual ILP, PLB

ends up clocigating useful blocks and incurs performance loss and vice versa. DCG guarantees

no performance loss and no lost opportunity for the blocks whose usage can beiknown
advance, (2) DCG clock gates at a finer granul a
circuit and time granularities, ( 3juneWyip€CG e PLBO6S
uses no extra heuristics and is significantly simplempdexnental resultshow an average of

19.9% reduction irdynamicprocessor power with virtually no performance loss for dss8e,

out-of-order superscalar processor by applying DCG to execution units, pipeline latehes, D

Cache wordine decoders, andsalt bus drivers. In contrast, PLB achieves 9.9% average power

savings at 2.9% performance lo&ock gating techniques help in reducing the processor power
consumption by reducing the dynamic power of the functional units while in our work, we focus

on the static power.

2.2 Static Power ReductionTechniques

With decreasing transistor technology sizes, the static power consumption of high
performance microprocessors is increasing exponentially [12]. Techniques have been proposed to

reduce static poweronsumption of various microprocessor components which include Level 1

11



and Level 2 Caches [16, 17, 18, 9] and Functional/Execution Units [10, 6, 19]. Additional
hardware support is needédl reduce static power consumption of various microarchitectural

components, which is discussed below.

2.2.1 Hardware Techniques to Reduce Static Power

To reduce static leakage power of microarchitectural components, they need to be put in
a low leakage state. The components can be put into a low leakage state ditheedhycing the
supply voltg e o f ¢ o mp o n &2) ingedsing theathreshols vottagesof the transistors
and (3) changing the gate inputghefirst technique is called Pow&ating[4, 9], the seconds
theDual Threshold Voltage (V{R0, 26 and the third technique is theput Vector Contro[25,

28].

2.2.1.1 Power Gating

In power gating the power supply to the appropriate microarchitectural component is
reduced or shut off during the idle periodsakage power reduces as tsupply votagereduced
While lowering the supply voltage to zero leads to no static power, it leads to loss of information
stored in the transistors in cache memories. Hence, in most of the proposed designs for reducing
leakage power of cache memories [9], theymreinto a low leakage state to retain the stored
data by using Dynamic Voltage Scaling (DVS). For example, in 70nm transistor technology, the
supply voltage to the transistors is 1.0V. By using DVS the supply voltage can be reduced to 0.3V
while retainirg the data stored [9]. The powgating approach achieves ultra low leakage power
as the device is completely shut off. Sleep transistors are inserted into a logic gate to control

power supplies to the gates of the transistors as shown in Figud&Pfor an SRAM cell. When

12



the signalLowVolt goes high transistor P2 gets switched ON and P1 OFF, supply voltage is

VppLow (O3V)

Vop (1V) VooLow (0.3V)

LowVolt —(4 P1 P2 l:)—Loonlt

Figure 21: Power Gating Implementation [16]

2.2.1.2 Dual Threshold Voltage

A microarchitectural component can be put intdoas leakage state by raising the
threshold voltage (Vt) during the idle periods. The leakage power in this case does not go all the
way down to zero as the transistor is still ON. Putting the transistor in a high Vt state decreases its
leakage power ahincreases its latency. In [RQhe problem of optimal assignment of threshold
voltages to transistors in a CMOS logic circuit is defined, and an efficient algorithm for its

solution is given.

2.2.1.3 Gate Level Leakage Reductiofinput Vector Control)

In [25] a new gate level leakage reduction technique is proposed that can be used during

the logic design of CMOS circuits that use clock gating to reduce the dynamic power. The
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original logic design of a mulgate logic circuit is modified by using minimadditional
circuitry to force the combinational logic into a low leakage state during an idle period. Based on
a library of gates, characterized for leakage current, a low leakage input vector is determined
using a sampling of random vectors. When pafta circuit are disabled by clock gating, they
dissipate leakage power. When a circuit is clock gated, its internal state is set to a low leakage
state for the idle period. Leakage power reductions of up to 54% have been achieved on the

ISCAS-89 benchmarkircuits.

In [27] the three techniques discussed above are compared based on their limits and
benefits, leakage reduction potential, performance penalty, and area and power overhead. Power
gating achieves the maximum possible leakage reduction, the abst of large overheads. Dual
V¢ has the lowest leakage energy savings but it helps in retaining the internal state. Input vector
control (IVC) performs better than dual bt it changes the internal state as the gate inputs are
changed. Also, IVC cabe applied only to circuits which are clock gated and equipped with

front-end latches.

In the above approachdsscribed in 2.2.1.1 and 2.2.1tRere is turnotatencyinvolved,
that is, when the device is turned back ON it cannot be used immediaselgnagime is needed
before the circuitry returns to its operating condition. To have a noteworthy impact on reducing
the leakage energy by using Dual Vt technique, the Vt has to be increased significantly. As the
current transistor feature sizes havewa ¢, latency for implementing the Dual Vt is high. Also,
power gating can put the FU in an ultra low leakage state by gating the supply all the way to zero
whereas dual Vt cannot. Hence, in this work we assume that power gating is being employed to

for FU shutdown.
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2.2.2 Compiler Directed Static Power Reduction

Most of the initial static power reduction techniques have focused on utilizing hardware
counters to monitor the idle period. These techniques transition to low leakage modes after fixed
periods of inactivity which incur an energy penalty for transitioning to low leakage mode only
after fixed periods. To address this problempproaches have been proposed which dynamically
change the turrfOFF periods [21, 32and arecompilerbased.In compilerbasedtechniques,
appropriate profile information is first collected on a program which is in turn used to generate
compil er hi nts dur i nThe grdile infggrnatiog iis &ithér 1) mllecded u t i o n .
statically by examining the program code; @namically by executing the program, or, (3) is
based on previous behavior. In [22¢@mpilerbasedapproach is used to reduce static power of
Level 1 Instruction Cache. In this approach, the last use of instructions is identified and the
correspondingcache lines that contain them are placed into a low leakage rSodb. an
approach was proved to be competitive in terms of energy and esheeyyproduct as compared
to the hardwardased leakage control techniques. By usingcitrapilerdirected techniaies,

6.4% more L1 data cache leakage energy is saved in [21] than by using a purely hardware based
approach. Hence, in our approach we use compiler directives to issue the FU shutdown

instructions.

2.3 Functional Unit Static Power Reduction

In [6] the paential to power gate functional units is evaluated based on parameterized
analytical equations that estimate the breakn point of power gating techniques. There is an
overhead energy associated to power gate a functional unit. Thedwaalpoint is he point
when the aggregate leakage energy savings by turning the FU OFF equals the energy overhead of

switching OFFand ON the header device used to power gate. So, to save energy by turning OFF
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a functional unit its idle period has to be at least beak number of cycles. In this study they
assume a perfect predictor that can predict the idle intervals of the functional units with no delay.
They use the technique of turning OFF a functional unit after detecting a series of idle cycles.
They also propasa technique to turn OFF the functional units when a mispredicted branch has
been detected as the units are going be idle while the current instructions in the pipeline are going
to be flushed. Their results show that floatpujnt units can be put toestp for up to 28% of the
execution cycles at a performance loss of 2%. Using the branch misprediction guided technique
the fixedpoint units can be put to sleep for up to 6% of the execution cycles compared to the
previous approach. This approach is putelydware based where hardware counters are used to
detect idle periods in a FU as compared to ours which is compiler directed. Such an approach has
disadvantages as described in SectionAlsd, in this technique only the percentage of time the

FUs canbe put to sleep is talked about with no reference to the percentage energy saved. As
power cycling the FU consumes energy, shutting down the FUs for 28% of the time might not
necessarily lead to power savings. In our approach, we propose a technique wieereU
shutdown is down based on the power savings and the results are reported in terms of power

savings too.

The work most similar to ours is presented in [10], where FU static power dissipation is
optimized by power gating these units during idldquos. This is a compiler driven FU shutdown
technigue where the FU turn OFF/ON directives are based on compiler hints. Program regions
with low ILP and thus low functional unit demands are detected. The compiler can examine all of
the code offine and, tlerefore, identify suitable regions for turning the FUs OFF. Large sub
graphs are identified in the control flow graph which represent control structured (e.g., loops)
which are calledPower blocksThese blocks are then classified irttot blockswhose ercution
frequencies are greater than a certain thresholdalddblockswhich are the remaining blocks in

the programThe functional unit usage in each block is also analyzed to identify the units that are
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expected to be idle in that block. OFF and Ohedives are placed in cold blocks adjacent to the

hot blocks in which the unit is expected to be idlkeis information is then communicated to the
hardware by generating special OFF and ON directives. The idle regions in the functional units
may vary gratly in duration and for this strategy to work well the idle regions should be long in
duration. This is because turning OFF and ON the FU incurs additional energy and this energy
should be greater than the energy saved by turning the FU OFF. The dredtke period, the
greater is the energy savings by turning the FU OFF. To nullify short idle periods they turn OFF
the FU only after certairduration of clock cycles after the turn OFF directive is issued. Such a
strategy incurs an energy loss by leawimg FU ON for a certain duration, where shutting the FU
OFF would save power. Also, the FU idle periods detectedourely based on utilization rates
within a basic block and the overhead energy required for FU power cycling is not considered. In
our appoach we quantify the energy consumed by the FUs and the overhead energy for power

cycling and use this information to detect short and long idle periods and to drive FU shutdown.

In [24] a compiler based technique for optimizing leakage energy consumiptVLIW
functional units is proposed. A daftaw analysis is done to detect idle functional units along the
control flow graph paths and then a leakage control mechanism inserts the FU turn OFF/ON
directives. The FU idleness is defined at the basickdlievel by detecting if a FU will be used by
an operation in a basic block. All the FUs of a type are turned ON even if there is only one
operation which needs it. In our implementation, we turn ON only the required number of FUs in
a basic block. Two ldage control mechanisms are evaluated: (1) power gating, and (2) input
vector control [25]. Input vector control is a gate level leakage reduction technique which exploits
the state dependence of the leakage current and sets the logic gate inputs tthatahsage the
minimum leakage current when the units are idle. The input vector control mechanism lead to
about 45% savings in the leakage power, while the power gating mechanism did not perform well

due to the ractivation time of the FU. Compared tordmplementation, the energy overhead
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incurred to transition the FU into a low leakage state is not considered and the savings are

reported only in terms of the l|eakage energy saved but not the total energy.
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3. FU Shutdown

In Chapter 2, varioutechnigue for reducing static processor power by FU shutdanen
discussed. These technigwaes either purelyhardware based atwt the resultsare based on the
percentage of time the FUs speimdthe OFF state Further, none of these account for the
overhead othe total energgonsumed. In our implementation, the FU shutdown directives are
issued by the compiler and wensiderthe extra energy (overhead) incurred to power cycle the

FUs and also the total energy saved by shutting dovadtting their idle perid.

To implement FU shutdown, our algorithm first generates a Control Flow Graph (CFG)
from the static representation of the program code that is subsequently annotated with initial FU
requirements for each program basic block (BB). Our algorithm thelyzasathe tradeoff
between leaving FUs ON and turning FUs OFF when not utilized by consecutive BBs. Through
this analysis, long and short idle periods are detected and FU requirements are optimized for
minimum energy consumption. The FU requirements ae translated into compilgrenerated
instructions that are used during program execution to physically switch OFF/ON the FUs by
using the power gating mechanism described in Section 2.2.1.1. The generation and annotation of
the CFG, the energy estimatiamd the FU requirement optimization algorithm are described in

the following sections.

3.1 CFG Generation

We first generate a CFG from the compiled static representation of the program code. A
CFG is an abstract representation of a program, where edehimthe graph represents a basic
block, i.e. a straighline piece of code; jump targets start a block, and jumps end a Albek.

assembly code of a program is fed to a functional simulator, which is a fast and less detailed
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simulator with no time acemting, and thdranch instructios are identified. For every branch
instruction fetchedits target address(es) and the number of times a branch instruction transitions
to each ofits target address(esaje captured. The target of a branch instructiorissgdbasic block

(BB) and the branch instruction marks the end of a basic bldak.informationis encodedn a

CFG, where each node represents a BB. The transition probabilities béheeedes (pictured

on arcs in Figure.2) are generatd by looking at the number of times a branch instruction
transitions to itsrespectivetarget address(es)Theseare used to guide oufU requirement

optimization process which is discussed in Section 3.3.

Next weidentify the initial (preoptimized) FU requiremestof each node and embidis
information to the CFGTo accomplishthis, a second analysis of the static code is done to
determine the number arafassof instructions in each BB from which we extract initial FU
requirements. Tablg.1shows the FU requéments fo different instruction classes. Based on the
class of the instruction the required FU can be identified. Apart from identifying the types of FUs

required for a BB, we also need to determine the required number of FUs of each type.

INTEGER INT EGER FLOATING -POINT | FLOATING -POINT
ALU MULTIPLY ALU MULTIPLY
IntALU IntMult FloatADD FloatMult
Control IntDiv Float Compare FloatDiv
Memory Float Convert FloatSQRT

Table3.1 InstructionClassFU Requirements
Knowing the numbeof instructions within a BBs not enough information to accurgte
determine the numbeaf FUs required for instruction execution. Due to dejsncies between
BB instructions the raw number of instructions of a class cannot be considered as the BBs FU
requirementAn accurate detmination of FU requirements may only be done through dynamic
analysis which is undesirable due to the complexity and time associated with gathering this
information. Therefore, we estimate basic block FU requirements based on a stataftesad

write (RAW) dependence analysis of instructions. The instruction dependefitbés each BB
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are represented in a tree structure, where nodes represent instructions and edges between nodes
indicate dependence. Nodes that are at the same level in the tree calgp@amdent instructions.

The level or depth of the tree that contains the maximum number of instructions is used to
estimate the FU requiremer@onsider the code sequence for a basic block and its dependence
tree shown in Figure.B. Here, instructions,3 and 6 are dependent on instruction 1; instructions

3, 4 and 5 are independent. Therefore,ltiheger (NT) Add unit requirement for this block

which corresponds to the number of instructions in Level 2. If the maximum number of
independent instrwions of a particular class exceeds the number of FUs of that class, the FU

requrement is set to themaximum number of FUshich is currently defined by the simulator

Figure 3.1: BB Instruction Dependence Tree

Figure 3.2 shows a CFG where each noosresents a BB and the arcs represent
transitions between BBs. Each nodeannotated with its FU requirements and &nes with
transition probabilities. A FU requirement [@f, b, ¢, d] indicates that the block requiradNT
Add units,b INT Multiply units, ¢ Floating Point FP) Add units, andd FP Multiply units for
execution. When control flows from block 1 to block 2, we see that block 2 requires fewer FP
FUs and one more INT FU than block 1. Therefore, three FP Adders and one FP Multiply unit
can be ttned OFF and one INT Multiply FU is turned ON during the execution of block 2. Since
block 5 has the same requirement as that of block 2, no additional OFF/ON operations are
requiredwhen transitioning from block 2 to block Similarly, when control flowdrom block 4

to 6, the FP Multiply unit is left ON, while a unit each of INT Add, INT Multiply and FP Add are
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